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This article provides a new methodology for estimating treatment effects in a regres-
sion discontinuity design (RDD) using penalized regression splines. Typically in a RDD
design, treatment assignment is a discontinuous function of an observed variable at a
known threshold value. The parameter of interest is the discontinuity in the outcome
variable (if exists) generated by the assignment rule. Unweighted and locally weighted
polynomials have been proposed for point estimation of the treatment effect in this con-
text but there has been little discussion about optimal smoothing, inference and interval
estimation. Given that semiparametric estimates are known to be biased in small sam-
ples, interval estimation is an appealing way of overcoming this problem for inference
purposes. I propose a penalized spline approach to estimate the model and the use of
generalized cross validation to choose the smoothing parameter. I exploit the Bayesian
interpretation of penalized regression to obtain the standard errors from the posterior
variance-covariance matrix. Montecarlo experiments show that confidence intervals based
on the posterior variance-covariance matrix have close to nominal realized coverage prob-
abilities and outperform intervals based on standard errors from usual estimators, such as
local linear and local cubic polynomials.

Keywords: Regression Discontinuity, Penalized Splines, Maximum a Posteriori, Cross
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1. introduction

There has been a growing interest in regression discontinuity designs (RDD) in the last decade,

not only in the impact evaluation literature, but also in the econometric literature. Some

recent developments on identification and estimation in RDD models are due to Porter (2003),

Sun (2005), Lee and Card (2006), and Imbens and Kalyanaraman (2009).

Porter (2003) shows that the average treatment effect in the RDD model cannot be es-

timated at a parametric rate and derives the optimal convergence rate for semiparametric

estimation. He proposes the use of Robinson’s (1998) partially linear model and a locally

weighted polynomial for estimation and shows that they attain the semiparametric bound
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under varying conditions. While neat an elegant, his proposed estimators imply complicated

expressions for the variance that does not account for the small sample bias, so confidence

intervals (CIs) based on those standard errors are likely to perform poorly in terms of cover-

age probability. Also, the computation of the standard errors implies density estimation and

some integration that might discourage practitioners to implement those proposed methods.

In the same line of research, Sun (2005) generalizes Porter’s (2003) local polynomial esti-

mator allowing the order of the polynomial and the bandwidth to be determined simultane-

ously in a local cross validation (LCV) procedure. Montecarlo evidence in Sun (2005) shows

that the adaptive estimator performs similarly to a cubic local polynomial and it would only

perform better when the data generating process is indeed a polynomial. Sun (2005) describes

a LCV procedure to obtain the optimal smoothing parameter but, as in Porter (2003), infer-

ence based on this adaptive estimator suffers from the same complexities involving density

estimation and kernel integration to obtain the standard errors.

Imbens and Kalyanaraman (2009) develop an optimal procedure to estimate a bandwith

for the local linear estimator analyzed in Porter (2003) and argue about its advantage over

cross validation methods.

When the assignment variable is discrete, Lee and Card (2006) propose to approximate the

model by a polynomial of some arbitrary order on the assignment variable and a specification

error that accounts for the uncertainty of the unknown parametric part of the model. They

assume that the deviation between the expected value of the outcome and the predicted

value from a given functional form is a random specification error. As they point out, this

specification error can be easily incorporated in inference by constructing sampling errors that

include a grouped error component for different values of the treatment-determining covariate.

Lee and Card (2006) propose standard errors that incorporate a correction for specification

error, but none of the works mentioned before address the problem of inference due to the

bias introduced in semiparametric estimators. Given that semiparametric estimators are

biased in small samples, interval estimation becomes an attractive alternative to overcome

this issue. One might not be confident about the exact value of a parameter, but with a

CI with close-to-nominal coverage one can be confident about the interval in which it lives.

Unfortunately, CIs based on naive standard errors happen to perform very poorly in terms of

coverage probabilities (see Wood (2006)).

In this paper I propose a new estimator of the treatment effect in the RDD model. I

propose the use of penalized regression splines for estimation that exploit the Bayesian in-

terpretation of the minimization problem as a maximum a posteriori (MAP) estimator. I
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show that the posterior distribution is centered at my estimator and the use of the posterior

variance-covariance matrix to form CIs is proposed. A simulation study shows that Bayesian

based CIs performs quite well in terms of realized coverage probabilities and outperforms

“frequentist” based CIs for the local linear and local cubic polynomial estimators.

The paper is organized as follows. In Section 2 I discuss the RDD design and describe

some common estimators. Section 3 describes the Penalized regression splines method for the

RDD model and its Bayesian interpretation as a maximum a posteriori estimator. In section

4 I discuss a method for selecting the smoothing parameter or prior elicitation. In section 5 I

derive the posterior density showing that it is centered at the estimator proposed and obtain

the posterior variance-covariance matrix for inference. Section 6 performs a Montecarlo study

and compare the performance of three estimators for the RDD model, and in Section 7 I apply

the proposed estimator to Card et al. (2009) data on mortality rate and Medicare eligibilty.

Finally, 8 concludes.

2. regression discontinuity design

In this section I briefly review the RD design and the local polynomial strategy for estimation

of the treatment effect. I also provide a formal derivation of the partially linear model that

some researchers have proposed to estimate the average treatment effect. (See van der Klaauw

(2002), Porter (2003))

Consider the observed outcome yi for individual or unit i

yi = y1idi + y0i(1− di)

where y1i, y0i are the potential outcomes, and di is an indicator variable for treatment status.

Hence, y1i is the outcome when unit or individual i receives treatment (di = 1) and y0i is the

outcome if not treatment is received. Let αi = y1i − y0i be the treatment effect for individual

i. Rewriting the previous expression we have

yi = y0i + αidi

In a RD design the indicator variable di is a discontinuous function of an observed variable

xi with known discontinuity point. Note that conditional on xi = x

E[yi|xi = x] = m(x) + E[αidi|xi = x]

3



where E[y0i|xi = x] = m(x). In a sharp design, the assignment rule (di) depends determinis-

tically on x and is discontinuous at some threshold value x0. Typically we have di = 1{xi>x0}

or di = 1{xi<x0}. Hence, E(di|xi = x) = Pr(di = 1|xi = x) will be either 0 or 1. In a fuzzy

design, di is a random variable and the probability of assignment to treatment is discontinuous

at a known value x0. Hence, E(di|xi = x) = Pr(di = 1|xi = x) is discontinuous at xi = x0.

Assuming a sharp design, that individuals does not sort into x, and the common treatment

assumption (αi = α) it follows that E[αidi|xi = x] = αd. Where I drop the index since di is

a function of xi, so d is a function of x. Now, dropping the index for convenience and using

y = E[y|x] + ǫ, where ǫ = y − E[y|x], the following expression is obtained

(1) y = m(x) + αd+ ǫ

which is the same expression as in van der Klaauw (2002) and Porter (2003). This expression is

highly convenient from the econometric point of view since it has been studied since Robinson’s

(1988) partially linear model. In equation (1) the parameter of interest is α and not the

nonparametric term m(x). Van der Klaauw (2002) refers to m(x) as a control function. That

might confuse the reader with the notion of control function in endogenous regression. In that

case a control function transform the problem of endogeneity to a one of omitted variables

incorporating a function of residuals from a first stage to the reduced form.

It is important to remark that in this case, m(x) is the conditional expectation of the

outcome variable without treatment, y0i, on the selection variable xi = x. But, m(x) is

defined in the entire support of xi, so m(x) includes the counterfactual E[y0i|x, d = 1] since

E[y0i|x] = E[y0i|x, d = 0]Pr(d = 0|xi = 1) + E[y0i|x, d = 1]Pr(d = 1|xi = x). In a sharp

design the probabilities will be either 0 or 1.

Equation (1) is an interesting expression since it links the experimental representation

of the response variable (in terms of potential outcomes) with a nonparametric econometric

representation. Here, α represents the size of the discontinuity at x0. A sufficient condition

for identification of α, is to assume continuity of m(x) at x0 and the existence of the limits

limx↑x0
E[di|x] and limx↓x0

E[di|x]. In case of a sharp design, i.e. limx↑x0
E[d|x] = 0 and

limx↓x0
E[d|x] = 1, it is straightforward to see that α is identified

(2) α = lim
x↓x0

E[yi|xi]− lim
x↑x0

E[yi|xi]
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For the fuzzy design we have

(3) α =
limx↓x0

E[yi|xi]− limx↑x0
E[yi|xi]

limx↓x0
E[di|xi]− limx↑x0

E[di|xi]

The usual estimators for α have been the Local linear regression (Hahn, Todd, and van der

Klaauw (2001)), local polynomials and partially linear models (Porter (2003)) and ordinary

polynomials (Lee and DiNardo (2004)).2

3. penalized regression splines in the rdd model

I propose the use of penalized regression splines for estimating α due to inference reasons. As

I will show later, by exploiting the Bayesian nature of this class of estimators it is possible to

construct Bayesian posterior confidence intervals with good performance in terms of realized

coverage probabilities mitigating the finite sample bias problem. Let X be a cubic spline basis

for m(x) of dimension nxk, then the model can be written as

(4) y = Xβ + αd+ ǫ

note that this model can be estimated either by Ordinary Least Squares (OLS) or by Penalized

Least Squares (PLS). If OLS is used, the method is known as Regression Splines and the

number of basis, i.e. the dimension of X, has to be such that the smoothness of m(x) is

guaranteed. One way of doing so is by a cross validation (CV) procedure. If PLS is used, the

method is known as Penalized Regression Splines (P-splines) and a penalty matrix is added

to the loss function that guarantees the smoothness of m(x). In this paper I follow a P-splines

approach because it allows me to exploit its Bayesian interpretation to perform inference as

it will be showed in section 5.

2As show by Hahn, Todd, and van der Klaauw (2001) under heterogeneity (αi 6= α) the RDD allows
us to identify only a local average treatment effect for those near the threshold, i.e.

α̃ =
limx↓x0

E[yi|xi]− limx↑x0
E[yi|xi]

limx↓x0
E[di|xi]− limx↑x0

E[di|xi]

where α̃ = lime↓0 E[αi|di(x0 + e) − di(x0 − e) = 1] is the LATE for those whom treatment changes
discontinuously at x0. In the case of sharp design the denominator is equal to one as in the previous
case. The additional assumption is that αi ⊥⊥ di|x.
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Consider the penalized regression

(5) min
α,β

(y −Xβ − αd)′(y −Xβ − αd) + λβ′Sβ

where β′Sβ is the penalty matrix and λ is the smoothing parameter to be determined by

generalized cross validation (GCV). The usual penalty matrix is the integrated square sec-

ond derivatives of m(x) since it measures, in a global sense, the “wiggliness” of the curve

everywhere. Then β′Sβ is typically

β′Sβ =

∫

[m′′(x)]2dx = β′

∫

D(2)(X)′D(2)(X)dxβ

where S is the integral of the square second derivatives of the basis. In order to exploit

the ridge-regression approach to penalized spline regression let me rewrite (5). Consider the

vector parameter γ = [β′, α]′ and the matrix X̃ = [X, d], hence minimizing (5) with respect

to α and β is equivalent to minimize the following expression respect to γ

(6) min
γ

(y − X̃γ)′(y − X̃γ) + λγ′S̃γ

where S̃ is the a block-diagonal matrix that includes S and 0 in the diagonal and the rest of

the elements are zeros

S̃ =

(

Skxk 0kx1

01xk 01x1

)

The parameter λ is the smoothing parameter to be determined later. This minimization prob-

lem has a Bayesian interpretation that I will exploit for inference on α (see Silverman (1985)

and Wahba (1983)). Note that the above minimization problem is equivalent to maximize the

following

(7) exp

(

− 1

2σ2

(

(y − X̃γ)′(y − X̃γ) + λγ′S̃γ
)

)

which is a posterior density for γ if γ has a prior N (0, (σ2/λ)S̃−1) and the residuals are

N (0, σ2).3 Hence, penalized least squares estimates of (6) is equivalent to the maximum a

posteriori (MAP) estimator of γ i.e. the posterior mode that maximizes (7). Now, the solution

3Since S̃ is not full rank this improper prior has not exactly a normal distribution. I discuss more
about the nature of the prior in section 5.
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to (6) gives the usual ridge-regression estimator

(8) γ̂ =

(

β̂

α̂

)

= (X̃ ′X̃ + λS̃)−1X̃y

Since the parameter of interest is α̂, the use of partition inverse formula implies that

(9) α̂ = [d′Md]−1d′My

where

M = (I −X(X ′X + λS)−1X ′)

Note that (9) corresponds to the partitioned regression formula for penalized least squares

with quadratic penalties but with no penalty on α. It is important to remark that M is not an

orthogonal projector onto the column space of X. Even though it is symmetric and positive

semidefinite, it is not idempotent so (9) cannot be interpreted as the resulting parameter of

a regression of y on the residuals of the regression of d on X, as usually done when applying

the Frisch-Waugh-Lovell theorem.

An intuitive interpretation of (9) is that it is a minimum distance estimator of α. It is

easy to prove that α̂ solves

(10) min
α

Qn(y, α) = (y − αd)′M(y − αd)

hence, α̂ minimizes the generalized distance over M .

Summing up, the estimator proposed has different interpretations. First, it comes from a

partially linear model estimated by regression splines. Second, it corresponds to the posterior

mode when estimating by maximum a posteriori. And third, it can be interpreted as a

minimum distance estimator. Independent of the interpretations, we have to deal with the

fact that λ is unknown and I discuss the choice of λ in the next section.

4. choosing the smoothing parameter or prior elicitation

The choice of a suitable smoothing parameter λ is crucial since it affects the bias and the

variance of the estimated parameters of the model. Even the unpenalized parameters, which is

the case of α, are affected by the smoothing parameter. The smoothing parameter determines

the relative importance of the wiggliness (penalty matrix) in the loss function dealing with
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bias-variance trade-off. Higher values of λ implies smooth functions with lower variances but

higher biases. I follow a GCV approach for computational efficiency since a prior estimate of

σ2 is not needed as in other methods like Cp.

Consider the simpler model y = f(x) + ǫ, in our case, f(x) = m(x) + αd. The GCV

criterion minimizes

(11) GCV (λ) =
1

n

n
∑

i=0

w2
i (λ)(yi − f̂−i(xi))

2

where wi(λ) is a weight scheme depending on λ and f̂−i is the minimizer of

(12)

n
∑

k 6=i

(yk − f(xk))
2 + λ

∫

[f ′′(x)]2dx

where (yi, xi) is left out. Hence, GCV uses a “leave-one-out” strategy. Each point is left out

of the sample and its value is predicted from the rest of the data. The squared prediction

errors are averaged and the optimal λ minimizes the sample mean squared error. This method

seems to be computational intensive but some shortcuts can be used. Note that

(13) f̂−i(xi) =
f̂i(xi)− aiiyi

1− aii

where aii is the i-th element of the diagonal of the hat matrix of the model, A(λ). Now,

equation (11) can be rewritten as

(14) GCV (λ) =
1

n

n
∑

i=0

w2
i (λ)

(yi − f̂i(xi))
2

(1 − aii)2

If w2
i (λ) = 1 equation (14) is just the ordinary cross validation score (OCV). Now using

wi(λ) =
1− aii

1− tr(A(λ))/n

gives us the generalized cross validation score (GCV)

GCV (λ) =
1

n

n
∑

i=0

(yi − f̂i(xi))
2

(1− tr(A(λ))/n)2
=

||y −A(λ)y||2/n
[1− tr(A(λ))/n]2

(15)

8



the advantage of using GCV instead OCV is the invariance of GCV to transformation

(rotation) of the data.

5. bayesian inference

Inference in semiparametric models is complicated by the fact that, while the smoothing

parameter (an the quadratic penalty) acts to limit estimator variance, it also biases the

parameter estimators as seen above. As a result, confidence intervals based on the “sandwich”

formula for the covariance matrix generally give poor results in terms of realized coverage

probabilities. In this section I propose a standard error for α̂ that address this issue by

exploiting the relationship between penalized least squares and Bayesian methods previously

remarked.

In the spirit of Koop and Poirier (2004) I exploit the Bayesian variant of the partial linear

model developed before. I show that the posterior density (7) is a multivariate normal and

obtain the matrix of variance-covariance to perform inference. In order to do so, I follow

Wood (2004) who derives this posterior density for generalized additive models (GAM) and I

adapt it for partial linear models. I refer to the normal case but this is easily generalizable for

the exponential family. Consider the vector parameter γ = [β′, α]′ and the matrix X̃ = [X, d].

Now, consider the improper prior for γ

(16) p(γ) ∝ e−
1

2
γ′(S̃/τ)γ

where τ is a parameter controlling the dispersion of the prior and S̃ is the a block-diagonal

matrix that includes S and 0 in the diagonal and the rest of the elements are zeros as in section

3. Since S̃ is not a full rank matrix by construction, the prior is improper, being “almost”

multivariate normal. The prior is a multivariate normal for the penalized components of the

model multiplied by a completely uninformative improper prior on α. Note that this prior

implies that one believes that m(x) is somewhat smooth, hence smoother functions are more

likely to occur. Now from the model, the distribution of the data is

(17) p(y|γ) ∝ e−
1

2
(y−X̃γ)′(y−X̃γ)/σ2

using Bayes’ rule I obtain the posterior for γ

p(γ|y)∝ e−
1

2
(y′y/σ2−2y′X̃γ/σ2+γ′(X̃′X̃/σ2+S̃/τ)γ)
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by choosing τ = σ2/λ

p(γ|y) ∝ e−
1

2σ2
(−2y′X̃γ+γ′(X̃′X̃+λS̃)γ)(18)

then it is not hard to see that the “sandwich” form of a normal density can be obtained

(19) p(γ|y) ∝ e−
1

2σ2
((γ−(X̃′X̃+λS̃)−1X̃′y)′(X̃′X̃+λS̃)(γ−(X̃′X̃+λS̃)−1X̃′y))

which implies,

(20) γ|y ∼ N ((X̃ ′X̃ + λS̃)−1X̃ ′y, (X̃ ′X̃ + λS̃)−1σ2)

providing a consistent basis for constructing Bayesian confidence intervals for any quantity

derived from γ. In particular, we are interested in α, so after applying the partition inverse

formulae

(21) α|y ∼ N ([d′Md]−1d′My, (d′Md)−1σ2)

hence, a (1− a)% confidence interval for α is given by

(22) α̂± za/2σ̂/
√
d′Md

this interval does not suffer from the effects of estimator bias in the way that a more naive

frequentist approach does. Simulation studies in Wood (2006) show that confidence intervals

based on this Bayesian standard errors are close to nominal coverage probabilities along the

smooth functions of a GAM and outperform their frequentist counterparts in terms of real-

ized coverage probabilities. It is expectable that for the parametric (unpenalized) part of a

GAM, confidence intervals based on Bayesian standard errors perform better than their fre-

quentist counterparts in terms of coverage probabilities. In next section I present Montecarlo

experiments that investigate the performance of posterior Bayesian CI for the parameter of

interest.

A final note on the smoothing parameter choice. The problem of choosing the smoothing

parameter λ in penalized regression is equivalent to the problem of choosing the prior disper-

sion parameter τ in the Bayesian formulation. Hence, by choosing the smoothing parameter

by GCV one determines how diffuse is the prior.
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6. simulation study of the confidence intervals

In this section I perform a simulation study to compare the performance of the penalized

regression splines against a unweighted quartic polynomial, heavily used in applications, and

the local linear and local cubic polynomials estimators of the regression discontinuity model.

The setup follows closely Sun (2005)

6.1. Local Cross-Validation

In this section I show the performance of local cubic polynomials under different neighbor-

hoods. Consider the following data generating process (DGP)

(23) y = m(x) + α1x≥x0
+ ǫ

where x0 = 0 and,

(24) m(x) = (x− x0) + (x− x0)
2 + (x− x0)

3 + k ∗ sgn(x− x0) ∗ |x− x0|s

and s is a parameter controlling smoothness of m(x) and k determine the importance of

the non-smooth part. In this framework the function m(x) is continuous in x but its first

derivative is not. The size of the discontinuity (which is set at x0 = 0) depends on k and s.

In this experiment k = 1 and s = 5/2 and 1000 samples of size n = 500 for x and ǫ are drawn

from a standard normal distribution, noting that {xi}n1 are independent to {ǫi}n1 . The size

of the neighborhood for the local CV procedure is expressed as a fraction of the sample size

and several values were used to show the sensitivity of local polynomials’ performance to the

neighborhood chosen.

Table 1 presents the results for the bias, the standard deviation (SD), the square root

mean square error (RMSE), and coverage probabilities for a 95% CI. The first thing that

brings our attention is that the bias seems to be unrelated to the neighborhood size. The

neighborhood size with the smallest bias is 15% of the sample. It is, a 7.5% above and 7.5%

below of the discontinuity point. On the other hand, the SD and RMSE seems to have a

U-shaped relationship attaining its minimum when the neighborhood is a 10% of the sample.

It is important to remark that for this DGP, the optimal size of the neighborhood (in

terms of Rmse) is 10% which sounds reasonable, but it is likely to be data dependent. From

the practitioner’s point of view, when the DGP is unknown, it is desirable to use a “correct”

neighborhood which is obviously unknown. This issue, in our view, poses a question about

11



the convenience of LCV approaches in the RD model.

Other feature of Table 1 is that Coverage Probabilities for 95% CI are equal to one for all

of the neighborhoods used. I perform more experiments below to see if this pattern repeats

and compare with other estimators.

6.2. Montecarlo Study for three RD model estimators

This section compares the performance of three estimators for the RD model: Local linear,

local cubic, and P-splines. For the Local linear I use two criteria for choosing the bandwith.

The first one is local cross-validation and the second one is Imbens and Kalyanaraman (2009).

The criteria considered to evaluate the performance are bias, standard error, square root of

the mean squared error (RMSE) and the coverage probability for a 95% CI. As noticed before,

I use Sun (2005) DGP, in particular two of his three DGPs. The first one is the same I used

before characterized by,

(25) m(x) = (x− x0) + (x− x0)
2 + (x− x0)

3 + k ∗ sgn(x− x0) ∗ |x− x0|s

and the second one is

(26) m(x) = (x− x0) + (x− x0)
2 + (x− x0)

3 +5 sin(10(x− x0)) + k ∗ sgn(x− x0) ∗ |x− x0|s

The only difference between the two is that in (26) a sin function is added which make harder

the bias reduction. The rest of the set up is similar to the one used above. The first Montecarlo

experiment uses (25) and the following values for s and k s0 ∈ {1/2, 3/2, 5/2, 7/2} and k ∈
{1, 5}. Hence, the first Montecarlo experiment consists of 8 simulations. The number of

repetitions was 1000 and the sample size 500. I draw x and ǫ from standard normal distribution

as in the previous section. The LCV procedure was performed with a neighborhood equal to

a 10% of the sample.

Table 2 shows the results for the first experiment. As can be seen, in general, the local

linear (IK)performs quite well in comparison with local linear (CV) and local cubic (CV).

When compared to the P-spline, both performs similarly in terms of RMSE with four times

showing the lowest RMSE for local linear (IK) and three times for P-Splines.

However, when we take coverage probabilities as a performance measure, P-Splines are

superior to all four. Coverage probabilities were equal to one for eight cases when analyzing

local linear (IK). For P-splines they were close to nominal in four cases.
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In terms of bias reduction, local cubic shows the smallest bias in seven cases and P-Spline

in one case. Hence, the first experiment suggests that when the DGP is smooth (generated

by a third degree polynomial) the local cubic (CV) has the best performance, relative to the

other estimators. P-Splines performs better than local linear (IK) in seven cases but the

differences are very small.

Now consider a second experiment which adds a sin function to the m(x), i.e. equation

(26). Table 3 shows the results of this experiment. In this case, local linear (CV and IK)

performs badly in all four criteria. The addition of a sin function to the DGP prevents the

local cubic to capture the features of the conditional mean, m(x).

Two features that stand out are the excellent realized coverage probabilities of the P-spline

and the lower SD and RMSE in comparison to the local estimators. In terms of bias reduction

local cubic shows two cases with the lowest bias and the other two cases are the P-Splines

7. application: does medicare save lives, card et al.(2009)

In this section we estimate the effect of being eligible for Medicare on mortality rate for 65-

year-old inpatient admitted through the Emergency Room (ER) at californian hospitals. I use

the data from Card, Dobkin, and Maestas (2009) to measure the effect of Medicare eligibility

on mortality rate for ill people admitted just before and just after they turn 65 exploiting the

fact that Medicare coverage is available to people 65 years old or older.

In Card et al. (2009) the RD specifications consider the use of polynomials to estimate

the function m(x). They preferred specification are quadratic polynomials fitted to the left

and to the right of the 65-year-old threshold. The main findings are that Medicare eligibility

decreases the death rate in 1 percentage point for 65 years old patients after seven days of

admission through the ER. This corresponds to about 20% of the death rate for this age group

after seven days of admission. According to the authors, this mortality gap persist fort at

least nine months after the admission.

In this section I estimate the model using penalized splines and bayesian inference. The

results agree with Card et al. (2009), however I find a slightly lower decrease in mortality

rate for those who turn eligible to Medicare after seven days of admission. I also get lower

standard errors for the mortality gap, specially with longer follow-up intervals since admission

where the effect on death rates seems to attenuate, but still is significant at 1%.

The data I have access to includes mortality rate for different age groups who were admit-
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ted at the ER in californian hospitals.4 This age groups consider patients with ages measured

by months from 60 to 70 (hence I have 120 age groups). The mortality rates are computed

for different follow-up intervals from admission: at 7 days of admission, 14, 28, 90, 180 and

365 days.

In Figure 1 we can appreciate the mortality rate for different age groups after seven days

of admission. The size of the discontinuity in mortality rate is about -0.8% and can be clearly

appreciated form the Figure. As pointed out by Card et al. (2009) the number of procedures

increases with eligibility so do the cost of them.

Figure 2 show the mortality rate for several follow-up intervals. As can be appreciated,

the longer the follow-up interval the weaker the effect of Medicare eligibility on mortality rate.

Now, I compare the mortality reductions using the suggested methodology and the quadratic

polynomials used by Card et al. (2009). In Table 4 I present the reductions in mortality rate

for different follow-up periods with their respective standard errors. As can be appreciated,

the point estimates are always lower with the spline estimator and more precise in most of

the cases.

8. conclusions

In this paper I implement a new methodology to estimate treatment effects in a Regression

Discontinuity Model using penalized splines. The Bayesian interpretation of penalized regres-

sions is exploited to obtain the variance-covariance matrix from the posterior distribution.

As documented in the statistical literature of Generalized Additive Models, confidence inter-

vals based on standard errors from the posterior variance-covariance matrix have coverage

probabilities close-to-nominal along the smooth functions, not necessarily pointwise. I show

that for the RD model, there is also a pointwise gain using standard errors from the posterior

variance-covariance matrix for the unpenalized parameter of interest.

I show also that local estimators (local linear and local cubic polynomials) are, in a general

sense, easy to implement, however the computation of the optimal bandwidth is troublesome.

If cross validation is pursued, the bandwidth computation poses a new problem about the size

of the neighborhood in which the local cross validation criterion has to be evaluated. As I

showed with simulated data, the standard deviation and the mean squared error are sensitive

to the size of the neighborhood chosen. When the DGP is unknown, it is hard to decide

4The data was provided kindly by David Card and is a cell-level (grouped by month) version of the
microdata used in Card et al. (2009)
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the optimal neighborhood size in which the local cross validation will be performed. In the

P-splines cases, the smoothing parameter choice is unambiguous since it uses all the data to

evaluate the generalized cross validation criterion.

The second difficulty that I found in local estimators is the computation of the variance-

covariance matrix. It involves density estimation and tedious kernel integrations which make

local estimators hard to implement and less popular for practitioners. For the P-splines

case, the posterior variance-covariance matrix is straightforward to compute which makes it

attractive to conduct applied work.

Montecarlo experiments based on Sun’s (2005) set-up show that the P-splines outperforms

local estimators (local linear and local cubic polynomials) in terms of standard deviation, mean

square error and coverage probabilities in most of the cases.

Finally, the application of the estimation methods developed here to Card et al. (2009)

data shows that the effect of Medicare eligibility on mortality rate is -0.8 percentage points for

patients who turn 65 which corresponds to a 17% of the death rate of this group . The effect

tends to decrease with the follow-up interval. A simple comparison between the suggested

estimation methodology in this paper shows that splines estimators are smaller and more

precise than quadratic polynomials used by Card et al. (2009).
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Table 1 Local Cross Validation
Criterion/Neighborhood 0.05 0.10 0.15 0.20 0.25

Bias -0.0314 -0.0127 -0.0043 0.0318 -0.0295
Sd 0.5316 0.5120 0.5310 0.5907 0.5927
Rmse 0.5325 0.5121 0.5310 0.5916 0.5934
Cov. Pr. (95% CI) 1 1 1 1 1
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Table 2 Simulation with m1(x)

Local Linear (IK) Local Linear (Local CV) Local Cubic (Local CV) P-Spline (CV)

S=1/2, k=1

Bias 0.309 0.285 0.252 0.286

SD 0.300 0.386 0.462 0.330

Rmse 0.431 0.479 0.527 0.436

Cov. Pr. (95% CI) 1.000 0.807 0.839 0.890

S=3/2, k=1

Bias -0.095 -0.069 -0.003 -0.090

SD 0.330 0.422 0.459 0.312

Rmse 0.343 0.428 0.459 0.325

Cov. Pr. (95% CI) 1.000 0.981 0.988 0.967

S=5/2, k=1

Bias -0.059 -0.055 0.003 -0.057

SD 0.340 0.382 0.451 0.334

Rmse 0.345 0.387 0.451 0.339

Cov. Pr. (95% CI) 1.000 1.000 1.000 0.959

S=7/2, k=1

Bias -0.050 -0.039 0.011 -0.020

SD 0.328 0.394 0.440 0.398

Rmse 0.332 0.396 0.440 0.399

Cov. Pr. (95% CI) 1.000 1.000 1.000 0.965

Local Linear (IK) Local Linear (Local CV) Local Cubic (Local CV) P-Spline (CV)

S=1/2, k=5

Bias 1.699 1.523 1.282 1.501

SD 0.409 0.499 0.524 0.432

Rmse 1.748 1.631 1.386 1.562

Cov. Pr. (95% CI) 1.000 0.090 0.180 0.078

S=3/2, k=5

Bias -0.238 -0.324 -0.138 -0.283

SD 0.370 0.423 0.437 0.317

Rmse 0.440 0.532 0.458 0.425

Cov. Pr. (95% CI) 1.000 0.736 0.901 0.910

S=5/2, k=5

Bias -0.107 0.060 -0.043 -0.107

SD 0.379 0.322 0.427 0.383

Rmse 0.394 0.329 0.429 0.398

Cov. Pr. (95% CI) 1.000 0.997 0.989 0.967

S=7/2, k=5

Bias -0.033 -0.141 0.012 -0.010

SD 0.369 0.337 0.464 0.453

Rmse 0.370 0.365 0.464 0.453

Cov. Pr. (95% CI) 1.000 0.999 0.999 0.991
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Table 3 Simulation with m2(x)
Local Linear (IK) Local Linear (Local CV) Local Cubic (Local CV) P-Spline (CV)

S=1/2, k=1
Bias 4.873 2.355 1.270 0.294
SD 2.347 2.964 0.507 0.326
Rmse 5.408 3.785 1.367 0.439
Cov. Pr. (95% CI) 0.356 0.468 0.190 0.905

S=3/2, k=1
Bias 4.428 2.126 -0.099 -0.093
SD 2.154 2.910 0.458 0.321
Rmse 4.924 3.604 0.468 0.334
Cov. Pr. (95% CI) 0.427 0.741 0.900 0.967

S=5/2, k=1
Bias 4.441 2.133 -0.023 -0.059
SD 2.222 2.925 0.432 0.342
Rmse 4.966 3.620 0.432 0.347
Cov. Pr. (95% CI) 0.427 0.889 0.990 0.966

S=7/2, k=1
Bias 4.539 2.149 0.011 -0.018
SD 2.214 2.906 0.451 0.372
Rmse 5.050 3.614 0.451 0.373
Cov. Pr. (95% CI) 0.410 0.941 1.000 0.979

Table 4 Effect for different follow-up intervals

P Spline Quadratic Local Linear (IK h opt)
Mortality Rate Parameter S.E Parameter S.E. Parameter S.E.

After 7 days -0.008 0.002 -0.011 0.002 -0.007 0.004
After 14 days -0.007 0.002 -0.010 0.003 -0.009 0.004
After 28 days -0.008 0.003 -0.010 0.003 -0.007 0.005
after 90 days -0.006 0.002 -0.011 0.003 -0.011 0.005
After 180 days -0.007 0.002 -0.012 0.004 -0.015 0.005
After 365 days -0.007 0.003 -0.010 0.004 -0.010 0.006
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Figure 1 Mortality rates for inpatients after 7 days of admission
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Figure 2 Mortality rates for inpatients for different followup periods
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